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June 17, 2016 

 

Dear Dr. Merino, 

 

Thank you again for the thoughtful consideration of our manuscript: “Adverse outcomes during 

the transition to a new electronic health record"(BMJ.2016.032144.R1).” You and the 

reviewers raised additional important suggestions, all of which we were able to address. We 

believe that doing so has led to a substantially approved manuscript. Below are our point-by-

point responses. We also are attaching two versions of the edited manuscript, one with the edited 

changes highlighted and another clean version, as well as an edited appendix. 

 

We look forward to your thoughts and thanks again. 

 

Sincerely yours, 

 
Anupam B. Jena, MD, PhD 

 

  



Editor: Dr. Jose Merino 

 

Thank you for your thoughtful comments. 

 

1. Some of the editors have been experienced "live go dates" at several institutions and 

appreciate the problem. We also think that it may be relevant to a broad international 

audience. Some context is needed, however. You may consider adding a box explaining the 

reason (mandate) for the switch to EHRs in the US, different types of EHRs, etc. Also it is 

important to clarify who is in the Medicare population (see below). 

 

 We appreciate the editor’s comments and are happy to include a box explaining more 

context for EHRs in the US as well as the Medicare population. We have included text for a box 

as the editor suggests included in the revised draft and reproduced below: 

 

Box: Electronic health record policy in the US and the Medicare Program 

 

 With the passage of the Health Information Technology for Economics and Clinical 
Health (HITECH) Act in 2009, the United States (US) federal government has invested 

substantially in expanding the adoption of electronic health records (EHR). The HITECH Act 

devoted nearly $30 billion USD to promote EHR adoption along three different stages of 

“meaningful use,” which are progressively higher levels of EHR sophistication and integration 

with clinical care (definitions available at https://www.healthit.gov). A significant proportion of 

this investment was devoted to significant incentive payments to individual clinicians and 

hospitals that could certify achievement of meaningful use. As of 2014, a majority of US 

hospitals have adopted at least basic EHRs, though rural hospitals have lower adoption. 

Increasing numbers of hospitals and physician practices are also switching EHRs, likely in part 

to use more sophisticated systems to reach higher levels of “meaningful use”. Beginning in 

2015, clinicians and hospitals previously eligible for incentive payments will begin to face 

penalties if they cannot attest to meaningful use. 

 The main mechanism for incentive payments takes place through the federally 

administered Medicare program. Medicare provides comprehensive health insurance for all 

Americans aged 65 and older, as well as those with end-stage renal disease and other permanent 

disabilities (about 16% of all Medicare beneficiaries). The Medicare population has a high 

burden of chronic illnesses and poverty: in 2010, 65% of Medicare beneficiaries had 3 or more 

chronic conditions and 50% had incomes below $23,500. Medicare coverage is not complete: in 

2012 the average Medicare beneficiary spent 14% of their income on health care expenses, three 

times the share for non-Medicare households. 

 

2. The study looks at macro outcomes: all cause mortality and the like. EHR 

implementation may lead to prescribing errors and other "minor" events that may not 

affect macro outcomes. Can you please address this limitation of the paper? Are any data 

available that can help address this limitation of the study?  

 

 This is an important limitation of our analysis that we initially highlighted in our 

Discussion section as follows:  

“An additional limitation of our analysis was that it focused primarily on outcomes measureable 



in claims data, such as mortality and readmissions, but not other “intermediate” process 

measures like medication errors that are not observable in claims data, but may be more 

sensitive to the disruption of EHR implementation.” 

  

It is certainly possible that EHR transitions could worsen “minor” outcomes, which can 

have important implications even if mortality is not enormously impacted. To answer questions 

like this rigorously, we would need to have access to multiple large EHR databases from several 

health systems that implemented new EHRs and control hospitals. Beyond the difficulty of 

gaining access to these data, the very design of our study makes it difficult to capture these 

micro-events consistently when the data capture system, the EHR, either does not exist or is 

being changed by definition. We are not aware of data that can address this limitation without 

aggregation of information from multiple disparate EHR databases. 

 To more thoroughly acknowledge this limitation, we have added the following to the 

Discussion:  

 “Unfortunately, these types of errors would be very difficult to assess since the 

mechanism of data capture for these types of errors, the EHR, either does not exist or is 

changing during the time period that we are studying.” 

 

3. The omission of information on non-medicare patients and EDs seems very important. 

EDs aren't able to decrease their patient volume or postpone high acuity patient visits the 

way that can be done for elective surgeries, admissions, or outpatient clinics. Some of these 

limitations could be dealt with by changing the title to make clear this deals with a subset of 

medicare patients and by acknowledging these limitations more carefully in the abstract 

and paper.  

 

 We acknowledge that our analysis is limited to Medicare patients and inpatient 

admissions and have modified the title accordingly to “Adverse inpatient outcomes during the 

transition to a new electronic health record: an observational study in U.S. Medicare”. We 

also modified the conclusion of the Abstract, structured abstract and the “what does this paper 

add?” section to reflect our focus on inpatient measures. 

 In addition, we added more detail to the limitations section addressing the issue of our 

focus on admissions in the Medicare population: 

 “Our analysis was also limited to inpatient care in the Medicare population, which has 

higher rates of chronic illness, poverty and hospitalization than the general US population (see 

Box), therefore our results may not generalize to other populations, such as the commercially 

insured. It is possible that effects from EHR transitions could also affect different areas of 

hospital operations, such as the emergency department or outpatient facilities, which this study 

does not address.” 

 

4. Another limitation is the time frame studied. Some hospitals may limit elective 

admissions and visits and also have "champions" on site in the first few weeks of 

implementation of an EHR. After some time volumes return to normal and champions 

leave. Does the study capture problems that may arise when this happens?  

 

 This is a plausible hypothesis and one that we explored, though we left it out of the 

analysis that we presented in the initial submission because we wanted to focus on the very 



short-term impact of disruptive “go live” date transitions. To address this issue, we added an 

additional sensitivity analysis replicating the main analysis in Table 2, but looking at the 

difference-in-differences for the 90-180 day post-EHR transition period vs. the pre-period, rather 

than the 0-90 day post-EHR period. This is included in Appendix Table 2, and reproduced 

below: 

 

  Baseline Model* 
Baseline Model + Hospital 

Fixed Effects** 

Baseline Model for Days 90-

180 After EHR 

Implementation*** 

  

Adjusted OR - 

Post vs. Pre-

Implementation 

p-value 

Adjusted OR - 

Post vs. Pre-

Implementation 

p-value 

Adjusted OR - 

Post vs. Pre-

Implementation 

p-value 

30-Day          

Mortality 
1.07 0.12 1.07 0.10 1.00 0.90 

30-Day         

Readmissions 
0.98 0.57 0.98 0.56 0.97 0.47 

PSI-90 Rate             1.11 0.28 1.11 0.29 1.12 0.11 

Abbreviations: PSI-90 (patient safety indicator 90, see Methods), odds ratio (OR), electronic health record (EHR) 

* Baseline model refers to difference-in-differences model used and described in Table 2 in the main manuscript. 

** Hospital fixed effects included indicators for whether an admission occurred in any of the individual study or 

control hospitals (n = 416). 

*** Replication of the baseline model, with the post-implementation period defined as 90-180 days after 

implementation instead of 0-90 days after implementation. 

Notes: Odds Ratios (OR) and P-values estimated from a difference-in-differences model comparing the change for 

each time period relative to the baseline period (1 to 90 days before implementation date) between the EHR 

implementation hospitals and control hospitals in the same HRR as the study hospital. All models adjusted for age, 

sex, race, original reason for Medicare eligibility, major diagnostic category for admission, HRR fixed effects and 

length of stay (for PSI-90 outcome only). All models use clustered standard errors accounting for grouping of 

admissions within hospitals. 

 

 This replication of our main analysis using a post-implementation period from 90-180 

days shows no “bounce back” impact on the outcomes we examined, implying that this is not a 

major concern. We have added additional text in the methods to address this new analysis: 

 “We performed sensitivity analyses of the model above that also included hospital fixed 

effects, to test the robustness of our results with multiple methods of accounting for within-

hospital clustering of admissions. We also performed sensitivity analysis in which the post-

implementation period was defined as 90-180 days post-implementation, an analysis that was 

conducted to assess whether the presence of “EHR champions” (proficient EHR users who are 

deployed in hospitals during implementation to smooth operations) led to a compensatory 

increase in adverse outcomes once these individuals were no longer present in the hospital (i.e., 

in the 90 to 180 days post-implementation).  Neither of these analyses appreciably changed our 

main results.” 

 

5. This is an observational study (not a natural experiment) and hence use of "impact" 

should be cautious.  

 



 We have replaced all of the mentions of “impact … on” in regards to our results with the 

words “association … with.” We have kept the word “impact” referring to others’ work or 

others’ perceptions, but are happy to further modify the language as the editor sees fit. In 

addition, we replaced the phrase “natural experiment” with the phrase “quasi-experiment.”  

 

6. The authors have to be more explicit and provide more details to convince the authors 

that there is no self-selection problem and that control and implementation hospitals are 

indeed similar. Was each implementation hospital within a separate HRR or were some 

hospitals controls for more than one case? If the latter, how was this addressed in the 

analyses? 

 

The editor raises two separate issues here that we address individually: 

 

1) Self-selection among study vs. control hospitals 

 

 The study hospitals with “go live” dates in our analysis are certainly not the same as the 

control hospitals, but this is not a threat to the validity of our study. This is because the main 

comparisons that we are concerned with are changes (or “difference”) in each outcome in the 

pre- vs. post-implementation periods within the study hospitals. We compare this to the 

differences in the control group to make sure that we are not attributing time-based secular trends 

in all hospitals with an EHR effect. Therefore, the key question is not whether the study hospitals 

are different from the control group (they are), but whether the composition of the patients in 

each group is stable over time, enabling this comparison.  This is commonly known as a 

difference-in-differences analysis, which has a longstanding history in the health services 

research literature. If the populations within each group were changing differentially over time, 

for instance, if many more patients were diagnosed with kidney disease in one group over time, 

then we could not reliably attribute the change we see to EHR implementation.  

 In the difference-in-differences framework, this is the key assumption that enables the 

analysis: that the composition of the two groups is not changing differentially over time. This is 

what we demonstrate in Table 1, showing that within the study and control hospitals, patient 

characteristics are very stable, even if the baselines are different. Therefore, we acknowledge the 

self-selection of “go-live” hospitals, but use difference-in-differences as our technique to address 

this challenge. For other examples, there are two recent BMJ papers that use the same technique 

and have significant baseline differences between their treatment and control groups.
1,2
  

 We expanded on this issue in the Methods section and also added a statement about 

testing for parallel trends in the treatment and control groups in the pre-implementation period, 

another key assumption of the difference-in-differences method. 

 “Of note, the difference-in-differences analytic framework means that our estimates will 

not be biased by differences in patient populations between treatment and control groups as long 

as the groups do not change differentially over time, which we address by examining differences 

between patient characteristics before and after implementation in both groups in Table 1 

below.
3
 We also tested the assumption that both treatment and control groups had parallel 

trends in outcomes in the 90 days prior to EHR implementation by replicating the models above 

with a linear indicator for time instead of a binary pre vs. post indicator. All of the tests 

indicated parallel trends (all p>0.05, indicating non-significantly different trends).” 

 



2) Multiple implementation hospitals per HRR 

 

 There are only two HRRs which contain two “go live” study hospitals, in Arizona and 

New York. In the main analysis, we assigned all hospitals in each of these HRRs to the EHR 

switch date for the largest hospital, which could potentially bias our results since the second “go 

live” hospital in each HRR did not have a matched control by time. We reconsidered this 

analysis and decided that a more methodologically sound strategy to balance seasonal trends 

would be to randomly assign control hospitals in each of these two HRRs to have the EHR 

switch date of one of the two “go live” hospitals. We repeated all of the analyses in the 

manuscript with this new approach and found that our results were not changed, but will keep 

this approach because it is more robust to seasonal trends. We updated the methods to reflect this 

modification: 

 “For two HRRs (in Arizona and New York), there were two study hospitals, so we 

randomly assigned control hospitals to the EHR implementation date of one of the two study 

hospitals.”  

 

 

  



 

 

Reviewer #1: Dr. Edward R. Melnick 

 

Thank you for your thoughtful comments. 

 

1. I would like to thank the authors for thoughtfully and thoroughly addressing my 

comments. I believe that this revised manuscript is stronger and will be of great interest to 

BMJ readers.  

 

We thank the reviewer for his kind comments. 

 

2. The only loose end that I found was my comment #7 re: diffusion of innovation and its 

effect on EHR implementation. Namely, that hospitals adopting EHRs in the study period 

may have had a unique experience due to the insights gained by innovators and early 

adopters such that the results of the present study may not be generalizable to a hospital 

implementing in 2016--at a much later stage in the diffusion of innovation. 

 

 We appreciate the reviewer’s attention to this issue. We added the following sentence to 

the limitations section to acknowledge this issue:  

 “An additional limitation of our analysis is that the hospitals implementing EHRs in our 

study may have had unique insights gained by earlier adopters, suggesting that our findings may 

not generalize to hospitals implementing EHRs in 2016, a later stage in the EHR diffusion 

curve.” 



Reviewer #2: Prof. Angela Wade 

 

Thank you for your thoughtful comments. 

 

1. Although the authors call this a natural experiment it is still observational and 

hence use of impact should be tempered. There was no association found and this was not 

different to control hospitals over the same period. However, there is a self-selection 

problem and no guarantee that the implementation hospitals are not different. Suggested 

changes to wordings are for example : objectives (study cannot assess impact), conclusions 

(no overall negative ‘association’ were found) and what study adds (cannot evaluate how 

‘affected’, nor the ‘impact’). 

 

 We appreciate these comments and have modified the language involving words like 

“impact” and “effect” throughout the manuscript as suggested by the reviewer. Also, see our 

response to comment #5 by the editor above. 

 

2. Was each implementation hospital within a separate HRR or were some hospitals 

controls for more than one case? If the latter, how was this addressed in the analyses? 

 

 Please see our response to comment #6 by the editor above. 

 

3. Model as defined within statistical analysis section: Which factors are considered as 

random effects and which fixed? The ‘Covariates’ term may be misleading as this will lead 

to more than one beta value (whereas here it is quite clearly only one- beta4) … Beta3 also 

requires a further subscript I think? Removing the equation and giving a written 

description may be clearer. 

 

 We have to tried to clarify our notation by making it clear that the beta coefficient terms 

for the variables with multiple categories represent a vector of coefficients, not a single 

coefficient. We prefer to present the equation since we believe it provides some clarity about the 

mechanism we use to implement the difference-in-differences design for those familiar with 

regression, though we can change this if the editor desires.  

 Based on your suggestion to add further clarity, we made the following modifications to 

the Methods section to address the confusion about our model specification: 

 “’Covariates’ denotes a vector of patient characteristics in Table 1 (except for non-

emergent admission and length of stay only included for the PSI-90 outcome), “HRR” denotes a 

vector of indicators for each HRR for hospital k and “MDC” denotes a vector of indicators for 

the major diagnostic category for each admission i. The terms ββββ4, ββββ5, ββββ6 each represent vectors 
of coefficients corresponding to the individual categories of “Covariates,” “HRR,” and 

“MDC,” respectively.” 

 

4. Please verify that clustering within the same HRR is accounted for as well as clustering 

of patients within hospitals and admissions from the same patient over time. The 

description sounds as though fixed effects were used, but then this is given as a sensitivity 

analysis … Hierarchical logistic regression, with clustering of admissions within patients, 

patients within hospitals and hospitals within HRR, adjusting for covariates (as given in 



table 1) and MDC (how many terms does this entail? what are the categories?) should be 

used to model the probability of the outcomes (mortality, readmission, adverse event) to 

determine changes over time (pre to post implementation date) according to whether the 

hospital was an EHR implementer or control. An interaction term between the time and 

EHR indicators quantifies the difference-in-differences. 

 

 In all of our analyses, we used clustered standard errors at the hospital level to account 

for correlation of admissions within hospitals. Also, instead of a sensitivity analysis, we have 

now added HRR fixed effects to the baseline models in Table 2, Figure 2 and the appendix and 

modified the Methods accordingly. None of our results were changed by these modifications, but 

they more robustly account for the multiple layers of clustering pointed out by the reviewer. As a 

more stringent assessment of hospital-level clustering, we include a model with hospital-level 

fixed effects in Appendix Table 2, which shows no significant change to our main results.  

 We appreciate the reviewer’s suggestion for a hierarchical model incorporating clustering 

at the patient, hospital and HRR level. Despite many specification attempts with different 

approaches, we were unable to get a hierarchical model with the suggested levels to converge in 

SAS v9.4 given the hundreds of thousands of patient-level random effects that need to be fitted 

to account for this design. 

 Despite this, we believe that the stability of our point estimates and other results after 

accounting multiple ways for HRR and hospital-level clustering argues that our findings are 

robust and reassuring for the validity of our modeling strategy. In addition, the unadjusted trends 

we present in Figure 1 shows clearly that there are no clinically significant trends in the +/- 90-

day window around implementation, which our models confirm.  

 

4. Not enough information is given to replicate the power calculation. What is the 

anticipated starting percentage and is any account taken of ICC (different admissions for 

the same patient or within the same hospital/HRR)? 

 

 In discussions with colleagues we have decided to remove the post-hoc power calculation 

from our manuscript after reading very convincing critiques of this practice in the biology and 

statistics literature.
4,5
 In essence, the critique is that post-hoc power analyses are fundamentally 

flawed because power calculations and p-value estimates are mathematically linked. Therefore, a 

post-hoc power analysis gives no more information than the p-value obtained. As Hoenig and 

Heisey write in reference 4, “The Abuse of Power” in The American Statistician: “Once we have 

constructed a confidence interval, power calculations yield no additional insights.” Given that the 

confidence intervals in Table 2 for the difference-in-differences estimates are a reasonable range 

of 1-2 absolute percentage points for mortality and readmissions, we are confident that our 

analysis is sufficiently powered to reject a large negative impact in either measure.   

 For the reviewer’s information, in the previous draft of the manuscript, we used a 

standard approach to power calculation as implemented in the power.prop.test() function in R 

base package stats v3.3.0, using the empirical base rates from the 6 month pre-implementation 

period and assuming no ICC. However, we have now excluded this analysis from the paper. 

 

5. Table 1: How useful is it to present significance tests pre-post within the study and 

control groups, especially given the large numbers of patients and hence significance of 

unimportant clinical differences. For example, it is not surprising that the race breakdown 



does not differ from pre to post and a relatively small difference in the % females is highly 

statistically significant. Of more interest perhaps is the fact that the control hospitals 

tended to have older and/or more white patients who didn’t stay as long on average and 

who had a different diagnostic distribution. How might these differences in patient mix 

affect interpretation of the results? At the very least, there should be discussion of the 

generalisability of results given this selection bias.  

 

 We agree with the reviewer that these statistical tests do not provide much value given 

the large number of admissions. We do note, however, that the number of non-significant 

comparisons is an argument in favor of the balance between the population of admissions before 

and after implementation in both groups. We provide the p-values mostly for their familiarity for 

a general medical audience, and are happy to remove them or put them in an appendix if the 

editor desires.  

 In regards to the differences in populations between the treatment and control 

populations, please see out response to comment #6 from the editor above. 
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