
**Report from The BMJ’s manuscript committee meeting** 
 
These comments are an attempt to summarise the discussions at the manuscript meeting. They are not 
an exact transcript. 
 
ATTENDEES: John Fletcher (chair), Elizabeth Loder, Georg Roggla, Tiago Villaneuva, Rubin Minhas, 
Daoxin Yin, Rafael Perrera (statistician). 
 
Potentially interesting, but the reviewers raise some fairly weighty issues. The paper will need a formal 
stats review and a conditional publication consideration subject to satisfactory responses from all 
reviewers prior to completion. It is recognised the authors have a significant undertaking to accept. A 
major concern here is the positive slant towards the subject and it remains to be seen whether the 
research group is able to produce a more objective and dispassionate account. The editorial committee 
will be guided by the complete satisfaction of the reviewers when the paper is re-reviewed. 
 
In your response please provide, point by point, your replies to the comments made by the reviewers and 
the editors, explaining how you have dealt with them in the paper. 
 
Thank you for the helpful feedback and comments. We have addressed the reviewers’ concerns and the 
result is a substantially improved manuscript, especially with the focus now squarely on aggressive 
prostate cancer. We have also removed phrasing that could be interpreted as an overly positive 
presentation of the work.  
 
 
** Comments from the external peer reviewers** 
 
Reviewer: 1 
 
Recommendation: 
 
Comments: 
The manuscript entitled, "A genetic risk score to guide age-specific, personalized prostate cancer 
screening." The study presents data from a genetic study conducted in over 31,700 men and a separate 
validation dataset comprised over 6,400 men.  The results of this manuscript are very impressive and the 
data provides novel insights into how genetic testing can influence the timing of PSA screening. In 
addition, it presents novel prostate cancer risk-associated SNPs that are associated with an earlier age of 
diagnosis for prostate cancer. 
Overall, this manuscript is well written and provides new information.  However, there are several 
concerns/clarifications that should be addressed prior to final acceptance of this manuscript: 
 
We appreciate the positive comments on the overall results and importance for the field. 
 
The authors should include separate analyses on aggressive prostate cancer (defined as either Gleason 
>/=8, >/=pT3, node positive, biochemical recurrence or death). This will help clarify whether these SNPs 
predispose to an early age diagnosis of aggressive or indolent prostate cancer? Without such information, 
targeting men with higher inherited risk based on these SNPs may exacerbate over-screening, over-
biopsy, and over-treatment of prostate cancer, major challenges of prostate cancer care we are facing 
now. 
 
This is a good point. In light of this feedback and that of other reviewers, we have re-focused the 
manuscript with aggressive PCa as the primary validation test of the tool. Prediction of any PCa is 
presented as secondary.  
We also agree that it is interesting to look at very aggressive disease using the stricter definition above 
(Gleason score ≥8, T stage ≥3, N+, or M+, recurrence, death). We do not have follow-up data on most 
men in this set to include biochemical recurrence and death, but the rest of the suggested definition can 
be applied. We have now included a separate analysis using this definition. (See “Definition of aggressive 



disease” in the Methods and “PCa risk prediction with PHS” in the Results). PHS was predictive of age of 
onset of both aggressive disease (hazard ratio 2.9) and very aggressive disease (hazard ratio 3.0).  
 
In addition, it is unclear whether the prostate cancer SNPs presented are novel or overlap with the ones 
that have previously been described (e.g. the >100 SNPs implicated in traditional GWAS studies). How 
many of these SNPs are the same? Which method performs better, their new methods/ or the polygenic 
risk score based on 100 established risk-associated SNPs that the authors have previously described? 
 
We agree that this information will be of interest to many readers. We have indicated in Supplementary 
Table S2 which of the 54 SNPs in the PHS model overlap with ~100 SNPs reported in recent publications 
of GWAS studies

1,2
. There are only 7 such SNPs in the PHS model, which focused on optimizing 

prediction within the survival analysis framework and did not make assumptions based on prior studies.  
 
We have also performed analyses in the ProtecT cohort using SNPs from those prior GWAS studies. 
These are described in the Supplementary Material. The PRS we calculated in the present dataset was 
also a significant predictor of age of PCa onset in ProtecT, but it did not perform as well as PHS.  
 
Supplementary Methods:  
 

Traditional GWAS have revealed a number of SNPs associated with prostate cancer. In the 
present study, the PHS model was built without prior assumptions on which SNPs would be most 
useful and then optimized parameter estimates for prediction of age of PCa onset. However, it 
may also be of interest to consider the performance of a traditional polygenic risk score (PRS), 
built with previously published SNPs and their corresponding odds ratios (OR). We therefore 
conducted a post-hoc analysis, reported here. 
 
Two recent papers together published a total of 99 SNPs associated with PCa, along with ORs

1,2
. 

Genotype data were available for 63 of those SNPs in our Validation Set. A PRS model was 
constructed using the log odds ratios (from published ORs) for these SNPs and the allele counts 
in the 6,411 men from the Validation Set. The resulting PRS was used as the sole predictor in a 
Cox proportional hazards model, analogous to what was done for PHS in the main manuscript. 
As before, statistical significance was set at alpha of 0.01.  

 
Supplementary Results: 
 

The PRS calculated from 63 previously published SNPs
1,2

 was predictive of age of aggressive 
PCa onset in the Validation Set (z=9.2, p<10

-16
, HR=1.4 [95% CI: 1.3, 1.4]), though its 

performance was not as good as that of PHS (z=11.2, p<10
-16

, HR=2.9 [2.4, 3.4]). 
 
 
 
Additional Questions: 
Please enter your name: Brian Helfand 
 
Job Title: Associate Professor 
 
Institution: NorthShore University HealthSystem 
 
Reimbursement for attending a symposium?: No 
 
A fee for speaking?: No 
 
A fee for organising education?: No 
 
Funds for research?: No 
 



Funds for a member of staff?: No 
 
Fees for consulting?: No 
 
Have you in the past five years been employed by an organisation that may 
in any way gain or lose financially from the publication of this paper?: No 
 
Do you hold any stocks or shares in an organisation that may in any way 
gain or lose financially from the publication of this paper?: No 
 
If you have any competing interests <A HREF='http://www.bmj.com/about-bmj/resources-authors/forms-
policies-and-checklists/declaration-competing-interests'target='_new'> (please see BMJ policy) 
</a>please declare them here: NONE 
 
 
Reviewer: 2 
 
Recommendation: 
 
Comments: 
BMJ 2017 038395 
This is a highly impressive project, a large, collaborative venture addressing an important question. 
My enthusiasm for this paper is weakened by what I feel is the use of unconventional metrics and a rather 
slanted presentation. Let me first state for the record my view that germline data most likely do have a 
role in prostate cancer screening. Indeed, I am co-PI of a large NIH grant examining exactly this 
issue.  Hence my criticisms of this paper are not criticisms of the concept per se, but an attempt to better 
identify the role of germline genetics in prostate cancer screening. 
 
We are in agreement on the importance of the question for men at risk of prostate cancer and appreciate 
the expert insight provided here.  
 
Major comments 
1.      The metrics used in the paper are unusual and, in my view, give an unreasonably positive spin on 
the findings. The primary result is expressed as a shift in the incidence curve between the 1st and 99th 
centile. First off, most authors compare, say, the top and bottom quintile, or the top 10% vs. patients 
below the median; comparing 1st and 99th centile gives an exaggerated impression of effect size. 
Second, talking about a shift in the curve seems appropriate for an endpoint that everyone gets (e.g. 
death) but not for an event experienced by only a minority (such as getting cancer). Conventional metrics 
I have seen in papers, and used in papers of my own include difference in absolute risk (e.g. 4% of 
aggressive cancer by age 85 in patients with scores below median vs. risk of 22% in patients in the 10% 
of scores); C index or AUC (e.g. genetic risk score predicted aggressive cancer with a concordance index 
of 0.73); Lorenz curve (e.g. 40% of aggressive prostate cancer by age 75 occur in men in the top 10% of 
genetic risk). 
 
We have moderated the tone throughout the manuscript. In particular, references in the text that 
highlighted the difference between the 1

st
 and 99

th
 percentiles have been removed. Comparisons are now 

relative to average (or median) risk. We had previously included in the manuscript a hazard ratio for >98
th
 

percentile of genetic risk vs. “average risk” (30
th
-70

th
 percentiles), but we have now placed more 

emphasis on this comparison throughout the manuscript and report it for each of the validation models 
tested. This metric illustrates the effect size for high genetic risk compared to average risk.  
 
To give a more conventional representation of how aggressive prostate cancer cases are distributed in 
the Validation Set, we have now generated a Lorenz curve and a remark on PHS thresholds to the 
Results section as follows (subheading “PCa risk prediction with PHS”): 
 



The distribution of PHS among aggressive PCa cases in the Validation Set is shown as a Lorenz 
curve in Supplementary Figure S3. Patients with PHS above the 50

th
 percentile accounted for 

76% of aggressive PCa, and the upper quintile accounted for 42% of aggressive PCa. 
 
In response to the feedback of multiple reviewers and in consideration of the unknown generalizability of 
the SEER data, the revised manuscript downplays the importance of the absolute risk curves. They are 
presented as an illustration of how PHS stratifies risk within a given population, and we explicitly note 
multiple times that they cannot be simply extrapolated beyond that population.  
 
2.      A particular problem with using a comparison between 1st and 99th centile, is that the estimation at 
the low end of risk is highly problematic: in brief, it doesn’t pass the smell test. In table 1, the authors say 
that delta age, their metric of risk, goes from -3 at the 20th centile, to -11 at the 99th centile to -35 at the 
0.1st centile. In most epidemiological settings, risk at the low end is fairly flat: the risk of lung cancer in 
someone who has a 3 year pack history is pretty much identical to the risk of someone with a 1 year pack 
history of smoking or who never smoked; similarly, the risk of prostate cancer for someone with a PSA of 
0.5 or 1 isn’t much different. I’m struggling to think of any example in epidemiology where there are 
dramatic differences in risk at the low end. In this particular case, it is very hard to think through 
biologically what is happening. How exactly does the germline differ between patients at the 20th, 1st and 
0.1st centile of risk to cause such dramatic shifts in risk? is it, say, that patients at the 1st centile are 
positive for 10 risk alleles and those at the 0.1st centile are positive for only 5, and that those 5 additional 
alleles make a massive difference to risk? 
 
As noted above, we agree that emphasizing the comparison of 1

st
 and 99

th
 percentiles is potentially 

problematic. We have removed those references. We have also removed 0.1
th
 and 99.9

th
 percentiles from 

Table 1, where the confidence intervals are large, anyway.  
 
The reviewer raises interesting questions about potential biological explanations for the observed 
differences across the low end of risk. It is important to remember that the Cox model is not studying a 
binary disease outcome alone, but rather age of onset, so it may be more intuitive to have a distribution 
with more variability at the low end. At any rate, we acknowledge that the modeling described here was 
intended strictly for predictive power and has not necessarily provided any new mechanistic insight. 
 
3.      Another example of the rather biased presentation involving an inappropriate metric is the statement 
in the discussion that “PHS was a remarkably strong predictor of age at diagnosis V p=10E-53)”. A p 
value gives the strength of evidence against the null hypothesis, not the strength of a predictor, the basic 
difference between clinical and statistical significance. 
 
We agree that differentiating infinitesimal p-values is not meaningful. We have truncated reported p-
values throughout the manuscript at 1E-16, which is the truncation level used by R. The text from the 
Discussion has also been clarified as follows to avoid confusing statistical and clinical significance (from 
the first paragraph of Discussion):  
 

PHS was a highly significant predictor of age at diagnosis of aggressive PCa. Men in the top 2% 
of PHS had a hazard ratio of 2.9 for aggressive PCa compared to men with average risk. 

 
4.      The use of SEER data to help calculate absolute risk is rather problematic. SEER data are in the 
context of a rather heavily screened population. It is not at all clear that a patient’s risk of cancer or 
aggressive cancer given a particular genetic background corresponds to a relevant multiplication of the 
risk from SEER. 
 
Yes, the SEER data are not perfect by any means. And the variability of PSA screening across (and 
within) populations makes interpretation difficult in most datasets. The SEER data are useful because 
they present age-dependent incidence for a population. We intentionally chose to span 20 years of SEER 
data, too, to obtain an average of the dynamic PSA screening practices in the U.S. However, nothing we 
can do will make the SEER data directly applicable to other populations. Moreover, age-specific incidence 
data are not reported for each of the various definitions of aggressive disease but instead for all prostate 



cancer. Therefore, we have re-framed this analysis more clearly as an illustration of how PHS could be 
applied to a particular population (in this case, SEER) and have explicitly noted that extrapolations are not 
validated. 
 
5.      It has been known for close to 25 years that PSA is an incredibly strong predictor of the long-term 
risk of aggressive prostate cancer. Indeed, a series of papers in the BMJ reported statistics such as an 
AUC of 0.8 – 0.9 for 25 year risk of metastasis, or that 40% of deaths occur in the top 10% of PSAs. 
These studies were recently replicated in a US population in J Clin Oncol. 2016 Aug 10;34(23):2705-11. 
The problem here is that none of these data were cited at all let alone introduced into the analyses. Some 
obvious questions might be: of the few patients with low PSA who are subsequently diagnosed with 
aggressive prostate cancer, does genetic risk predict outcome? Can genetic risk predict which of the 
patients with a higher PSA eventually get aggressive prostate cancer? 
 
Early PSA is actually quite relevant to the present discussion, as it is another way to get at the question of 
whom to screen. We have added this to the Discussion section and have cited important papers that 
describe the work on early PSA.  
 
Now that PHS is shown here to have utility for predicting PCa onset, a direct comparison of early PSA 
and PHS would be a very useful study. We do not have early PSA data available for the present dataset, 
but we will gladly seek to establish a collaboration along these lines for a future study.  
 
These changes are included in the Discussion under subheading “Previous tools.” The text is copied 
below:  
 

One promising metric described in the literature is an early midlife PSA level measured at a 
relatively young age (e.g., <50 years). While not currently recommended in major clinical 
guidelines

3–5
, early midlife PSA has been shown to be predictive of future risk of PCa and lethal 

PCa
6–8

. The comparative performance of PHS and early midlife PSA for prediction of age of onset 
of aggressive PCa is worthy of study, as each has application in improving screening efficiency 
with PSA. There may also be an advantage to combining the two predictors. Unfortunately, early 
midlife PSA is not available here, so the question is left for future work.  

 
6.      PSA only appears to come into the picture using the ProtecT data for biopsy outcome. However, the 
authors’ approach is somewhat problematic because it treats PSA as a binary variable (i.e. what is the 
PPV for positive biopsy amongst men with a positive PSA test). The problem here is that what we really 
want to know the marginal value of genetics over and above PSA. For instance, if everyone with a certain 
mutation were at very high risk for cancer and had PSA in the 25 – 50 range, then the PPV of genetics 
would look fantastic. But there would be little if any clinical value because if a patient had a PSA of 25, 
you’d biopsy them immediately and not worry about genetics. The standard method for determine 
whether a marker such as PHS is of value is to look at the AUC of standard markers (say, age and PSA 
in men with a PSA>3 ng/ ml) and then the AUC of these markers plus the new marker (e.g. age, PSA and 
PHS). I should note that the PPV data is quite out of keeping with other studies in the literature, which 
show relatively minor improvement in discrimination with germline data. 
 
We agree that this paper does not establish a role for PHS as a diagnostic test to be used after PSA has 
been tested. To do that, one would have to assess the added value of PHS to the various risk calculators 
and other clinical judgments used by clinicians when deciding whether to biopsy a man with elevated 
PSA. We have cited examples of such calculators under sub-section “Previous tools” in the Discussion. 
Recent evidence also suggests imaging could be used for selection of biopsy candidates (e.g., the 
PROMIS trial

9
). 

 
The clear advantage germline genetics has over other options is that it can be calculated several decades 
prior to any expectation of prostate cancer onset and can therefore help inform the question of whether to 
ever order PSA in the first place. This is the intent of the PHS analyses in our paper. We have further 
clarified this in the paper in the Introduction and Discussion. 
 



PPV requires a binary test, but this also reflects actual clinical practice. The ProtecT study used for the 
Validation Set biopsied men with PSA over 3.0, so we used that (fairly low) threshold for consistency. If a 
primary care physician is deciding whether to order a PSA test on a given patient, there is an implied plan 
to biopsy the patient if the PSA is over some threshold. Using PHS as an indicator of pre-test probability 
allows a customized decision. The PPV analysis here is further evidence that PHS is, in fact, an indicator 
of pre-test probability. 
 
 
Minor comments 
 
1.      Please avoid reporting p values such as 10E-53, which is roughly the probability of correctly 
identifying a randomly selected atom in the entire Milky Way galaxy. Vanishingly small p values are 
meaningless and spuriously precise. 
 
Agreed—this is beyond reasonable precision. We have truncated all p-values. 
 
2.      It is unclear why results for any cancer and aggressive cancer are given equal prominence. We 
want to detect the latter not the former, indeed, it is somewhat of a problem to detect non-aggressive 
prostate cancer. I strongly suggest that the paper focuses on aggressive cancer with discussions of 
overall cancer restricted to supplementary material. 
 
Again, agreed. We have completely re-structured the paper to have a clear focus on aggressive cancer.  
 
3.      Figure 1 is extremely unusual, indeed, it could be misleading to a reader who didn’t attend to the 
fine print. Why not use a more conventional methods and plots to test proportional hazards? 
 
We have modified this figure and have added conventional methods and plots to test for proportional 
hazards. Figure 1 still shows the Kaplan-Meier estimates, as readers may be interested in a visualization 
of the model in the Development Set. We have added the Cox estimates as dotted lines in the figure, 
demonstrating reasonable overlap with the Kaplan-Meier results. We have clarified the figure legend. We 
have added a subsection in the Supplementary Methods (“Evaluation of Proportional Hazards 
Assumption”), and Supplemental Figure S2 shows the correlation for Schoenfeld residuals of each SNP 
and PCa-free survival. The proportional hazards assumption appears to hold.  
 
Additional Questions: 
Please enter your name: Andrew Vickers 
 
Job Title: Attending 
 
Institution: MSKCC 
 
Reimbursement for attending a symposium?: No 
 
A fee for speaking?: No 
 
A fee for organising education?: No 
 
Funds for research?: No 
 
Funds for a member of staff?: No 
 
Fees for consulting?: No 
 
Have you in the past five years been employed by an organisation that may 
in any way gain or lose financially from the publication of this paper?: No 
 



Do you hold any stocks or shares in an organisation that may in any way 
gain or lose financially from the publication of this paper?: No 
 
If you have any competing interests <A HREF='http://www.bmj.com/about-bmj/resources-authors/forms-
policies-and-checklists/declaration-competing-interests'target='_new'> (please see BMJ policy) 
</a>please declare them here: not sure whether this is really competing at all, but I earn royalties for the 
sale of a test given to men with high PSA to determine the need for biopsy. 
 
 
Reviewer: 3 
 
Recommendation: 
 
Comments: 
The authors report a novel SNP-based signature to help guide decision-making regarding prostate cancer 
screening, based on a large, multi-cohort analysis. The sample size is very robust and the use of ProtecT 
as a validation cohort adds strength. The goal is laudable, though the use of such a score does not seem 
practical for contemporary primary care practice today. There are some other methodological concerns 
related to the PRACTICAL cohorts which should be addressed to strengthen the manuscript. 
 
We thank the reviewer for his time and helpful comments, which we have responded to below. 
 
Major concerns: 
 
1.      More details are needed re: the PRACTICAL consortium. Clearly the collaboration has allowed a 
large number of samples to be gathered, but table S1 needs to provide much more detail than numbers of 
cases and control. Review of previous PRACTICAL publications suggests that some of the cohorts have 
come and gone, and there may be multiple sources of bias. Some of these cohorts are population-based, 
some are based on treated cohorts, and the secular rates of screening in the relevant populations are 
quite divergent both over region and over time. Given how dependent being a prostate “case” is on 
background screening history, these seem like major potential problems. Trials like the PCPT, in which all 
men were biopsied after a fixed period of followup, provide clarity, but many other designs will not. 
 
We have added more detail to Supplementary Table S1. We also clearly refer readers to the 
supplementary material to the original iCOGS paper

10
, which has descriptions of each study submitted by 

the corresponding PIs. A copy of this document is attached to the present re-submission for convenience.  
 
The large sample sizes here are very useful for investigation of a large number of SNPs with often 
modest individual effects. Obtaining such large sample sizes, though, comes at the cost of allowing a 
heterogeneous mix of sources, which could, indeed, introduce bias. We have highlighted this limitation 
more clearly in the revised Discussion (see text copied below). However, it is worth keeping in mind that 
the outcome of primary interest in this study is the model’s performance in the independent Validation 
Set. This latter dataset is far less heterogeneous and comes from a prospective screening cohort in a 
relevant age group. It is also described in detail previously

11
.  

 
Discussion: 

 
The Development Set is a heterogeneous composite of several studies of varied design 
(Supplemental Table S1), which provides sufficient power to study SNPs with relatively small 
effect sizes but also raises the concern of undetected bias in a retrospective analysis. However, 
the Validation Set comes from an independent, large, prospective trial, and whatever problems 
might exist in the Development Set, the most pertinent question is whether the model allows 
useful predictions. 

 
2.      Lead time is also a big consideration. How old are the men in the PRACTICAL cohorts, and how 



long were they followed? It’s one thing for a genetic screen to inform a man at a fixed age to defer testing; 
it’s quite another to advise that man that he will never need to worry about prostate cancer. 
 
Age ranges and study designs for each contributing study are now listed in Supplementary Table S1. As 
with point 1, above, we agree that there are many aspects of screening and follow-up time that could vary 
across individuals and studies. These could be sources of bias within the Development Set and therefore 
in the model. Again, though, the Validation Set comes from a cross-sectional screening study, which 
seems appropriate for a survival analysis. Each participant can be viewed to have been “followed” until 
the date of screening in ProtecT. Men were not eligible for ProtecT if they already had a known diagnosis 
of PCa at time of enrollment.  
 
We agree that advising a man that he will “never need to worry about prostate cancer” is most often 
unwise. We have ensured no such recommendation is included in the manuscript. On the other hand, it 
may be the determination of a physician that the expected benefit of PCa screening is insufficient 
compared to the risk for a given patient. In fact, already many physicians and health systems adopt this 
as the default recommendation for the general population. The data presented in this manuscript suggest 
that PHS might inform these decisions on an individual level by providing insight into each patient’s 
inherent genetic risk. 
 
 
3.      This is not the first polygenic risk score to be proposed. How does it compare to previous SNP-
based scores such as the PRS (Pashayan et al BJC 2015), the GRS (Oh et al Oncotarget 2017), not to 
mention the STHML3 model which some of the study authors published? How many SNPs overlap 
between PHS and these signatures? 
 
We agree that comparison with previous polygenic risk scores will be of interest to many readers. We 
have indicated in Supplementary Table S1 which of the 54 SNPs in the PHS model overlap with ~100 
SNPs reported in recent publications of GWAS studies

1,2
. There are only 7 such SNPs in the PHS model, 

which focused on optimizing prediction within the survival analysis framework and did not make 
assumptions based on prior studies. 
 
We have also performed analyses in the ProtecT cohort using SNPs from those studies. These are 
described in the Supplementary Material. The PRS we are able to calculate in the present dataset 
performed reasonably well, but not as well PHS. The additions to the manuscript are copied below.  
 
The 63 SNPs in this PRS (all that were available) all overlap with those from Pashayan et al. BJC 2015. 
Oh et al. used 16 SNPs from a different genotyping platform, and none overlap with our model. Only 3 of 
the 16 SNPs are available on the array used for genotyping in this study, so a direct comparison with Oh 
et al. was not attempted.  
 
The STHLM3 model is described as part of diagnostic workup in a patient already suspected to have 
prostate cancer due to elevated PSA. The model includes not only genetic data but also an array of 
laboratory and clinical variables, with the goal of determining whether a patient with elevated PSA should 
undergo biopsy. STHLM3 appears to perform well for that purpose. In contrast, PHS is not intended as a 
diagnostic tool—rather, it is studied in this manuscript as a risk stratification tool to guide the decision of 
whether to undergo PSA screening in the first place. Future work may permit evaluation of PHS in the 
diagnostic setting as an additional (or alternate) factor in an update to the STHLM3 model, but this is not 
possible in the current study, as data to calculate STHLM3 are not available.  
 
New text: 
 
Supplementary Methods:  
 

Traditional GWAS have revealed a number of SNPs associated with prostate cancer. In the 
present study, the PHS model was built without prior assumptions on which SNPs would be most 
useful and then optimized parameter estimates for prediction of age of PCa onset. However, it 



may also be of interest to consider the performance of a traditional polygenic risk score (PRS), 
built with previously published SNPs and their corresponding odds ratios (OR). We therefore 
conducted a post-hoc analysis, reported here. 
 
Two recent papers together published a total of 99 SNPs associated with PCa, along with ORs

1,2
. 

Genotype data were available for 63 of those SNPs in our Validation Set. A PRS model was 
constructed using the log odds ratios (from published ORs) for these SNPs and the allele counts 
in the 6,411 men from the Validation Set. The resulting PRS was used as the sole predictor in a 
Cox proportional hazards model, analogous to what was done for PHS in the main manuscript. 
As before, statistical significance was set at alpha of 0.01.  

 
Supplementary Results: 
 
The PRS calculated from 63 previously published SNPs

1,2
 was predictive of age of aggressive PCa onset 

in the Validation Set (z=9.2, p<10
-16

, HR=1.4 [95% CI: 1.3, 1.4]), though its performance was not as good 
as that of PHS (z=11.2, p<10

-16
, HR=2.9 [2.4, 3.4]).  

 
 
4.      The PHS signature should also be compared explicitly to early _baseline_ PSA, which is much 
more accurate and can also guide decision making many years into the future (e.g., Vickers BMJ 2013, 
Preston JCO 2016). 
 
Yes, this is an excellent point and direction for future work. We responded to Dr. Vickers above as 
follows: 
 

Early PSA is actually quite relevant to the present discussion, as it is another way to get at the 
question of whom to screen. We have added this to the Discussion section and have cited 
important papers that describe the work on early PSA.  
 
Now that PHS is shown here to have utility for predicting PCa onset, a direct comparison of early 
PSA and PHS would be a very useful study. We do not have early PSA data available for the 
present dataset, but we will gladly seek to establish a collaboration along these lines for a future 
study.  

 
 
5.      Given variations in PRACTICAL studies (see point #1 above), is Cox proportional hazards analysis 
legitimate? What tests of proportionality were performed across the cohorts? 
 
We have modified Figure 1 to show not only the Kaplan-Meier estimates, but also the Cox estimates, 
demonstrating reasonable overlap between the two. Moreover, we have added a subsection in the 
Supplementary Methods (“Evaluation of Proportional Hazards Assumption”) to address the proportionality 
assumption directly. Supplemental Figure S2 shows the correlation for Schoenfeld residuals of each SNP 
and PCa-free survival. The proportional hazards assumption appears to hold. 
 
We acknowledge that there is heterogeneity in the Development Set, which is essentially guaranteed in a 
dataset of this size. And, indeed, this heterogeneity in a retrospective set might have made development 
of a useful model less likely. On the other hand, the validity of the model’s performance in the 
independent Validation Set is not likely to be explained by possible bias in the Development Set. It is the 
latter predictive performance that is the primary focus of the model and the manuscript.  
 
6.      SEER data from the 1990s and 2000s reflect a heavily, and variably, screened population. This  
population is quite different from ProtecT and most PRACTICAL cohorts. 
 
We agree that this is a limitation of the SEER data. In response to the insightful comments along these 
lines, we have modified the manuscript substantially. As stated above:  
 



Yes, the SEER data are not perfect by any means. And the variability of PSA screening across 
(and within) populations makes interpretation difficult in most datasets. The SEER data are useful 
because they present age-dependent incidence for a population. We intentionally chose to span 
20 years of SEER data, too, to obtain an average of the dynamic PSA screening practices in the 
U.S. However, nothing we can do will make the SEER data directly applicable to other 
populations. Moreover, age-specific incidence data are not reported for each of the various 
definitions of aggressive disease but instead for all prostate cancer. Therefore, we have re-
framed this analysis more clearly as an illustration of how PHS could be applied to a particular 
population (in this case, SEER) and have explicitly noted that extrapolations are not validated. 

 
Minor concerns: 
 
1.      Ref 2 is substantially out of date. The update (Lancet 2014) showed a 21% to 27% mortality 
reduction with screening. 
 
Thank you for catching this. We have updated the reference and text. 
 
2.      Consideration of family history as a binary variable is a bit inadequate. There’s a big difference 
between a brother diagnosed with low-risk disease at age 80 and three close relatives diagnosed at 
young ages with lethal disease.  
 
Indeed, the number of close relatives with disease is relevant. Knowledge of the age of onset and 
aggressiveness of relatives’ disease is even more helpful. Unfortunately, non-binary family history (i.e., 
number of relatives) is only available for small minority of the patients in the Validation Set, leaving 
insufficient power to model an effect. This is not foreign to clinical practice, either, though—many patients 
have only incomplete knowledge of their family history. 
 
3.      This tool will not apply for men with non-European ancestry—who often face substantially higher 
rates of both prostate cancer and potentially lethal disease.  
 
This is an important limitation and an area that needs to be addressed. It is noted in the “Limitations” 
section of the Discussion:  
 

Finally, ethnicity in this PHS model is limited to European ancestry. Validation of PHS in other 
ethnic groups—and, if necessary, custom models for each—is needed.  

 
4.      PHS clearly offers some potential advantages over PSA alone as a screening tool. But given the 
ongoing controversies about screening in primary care (in the US, for example, the USPSTF just switched 
its recommendation again from a “D” to a “C”), it seems a stretch that primary care providers will be able 
to implement germline testing before even tackling the prostate cancer screening decision. A simple (and 
cheap) PSA test can essentially rule out prostate cancer for more the half the population tested. So 
perhaps the better place for a test like this is to help guide decision-making regarding biopsy among 
those with a borderline elevated PSA. 
 
The question of PSA screening is, indeed, controversial. However, the first question is still whether to 
order PSA in the first place. You cannot get to a borderline elevated PSA without first deciding to order 
the test. The USPSTF and other guidelines committees generally leave it to primary care physicians to 
make an individualized decision for each of their patients, but the metrics for risk stratification are 
somewhat vague and qualitative, leading to highly heterogeneous practice. A quantitative tool like PHS 
could help guide the decision process. For example, patients in our Validation Set in the lowest quintile of 
PHS had only a 7% PPV for aggressive PCa, so the vast majority of the subsequent biopsies (performed 
in all of these patients) were not beneficial—one might regret having ordered the PSA for patients in this 
risk group, cheap or not.   
 
Primary care doctors are already dealing with the question of whether to screen each man with PSA. 
Many may welcome a tool that could make this decision more informed and less subjective. 



 
We have removed discussion of cost effectiveness from the manuscript at the request of Reviewer 4. 
However, we note here that the cost of genotyping has declined considerably. It is likely this information 
will be widely available in the future for many patients. Already, commercial entities are providing 
genotyping directly to customers (e.g., 23andMe claims over 2 million genotyped customers). Some 
patients may even present to the clinic bringing their own genotype data at no cost to government or 
private health insurance systems. 
 
Diagnostic evaluation of patients with borderline-elevated PSA remains an important clinical problem. 
PHS may prove useful in this setting, and it should be investigated. Now that the model is described and 
validated as predictive of PCa, we can look for a dataset that would allow comparisons with other tools 
that are currently used to help decide whether to biopsy for PSA in the difficult borderline range. 
 
5.      Citing refs 19-22 seems superfluous—SEER data are downloadable or analyzable via SEER/Stat. 
Moreover, the refs are ACS publications, and reflect other data sources in addition to SEER. 
 
The four references are specifically the source of the age-specific incidence tables we used for our 
analysis. We wanted to give readers an easy way to access the information we used. It is also fair to  
credit the authors of the papers we used for our analysis.  
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Comments: 



Not the easiest paper to read, particularly in the Methods – the authors need to improve the readability of 
what they are attempting to do in the Methods.  Some of the Methods are tucked away in the 
supplementary material and these should be moved and described more clearly in the main body of the 
paper. Consulting the GRIPS Statement (Janssens et al, PLoS Med 2011) and how to report genetic risk 
scores should be considered to help improve the clarity and reporting of the manuscript. 
 
We apologize for any lack of clarity. We have consulted the GRIPS and TRIPOD statements in detail 
while revising the manuscript. Checklists are included with this re-submission that give page numbers 
from the revised manuscript for each item from GRIPS and TRIPOD.  
 
There are a few paragraphs describing our methodology in the Supplementary Material primarily to 
reduce the length and maintain readability for the general medical audience. Some of these descriptions 
are also redundant with previous publications. We will happily move some or all of the supplementary text 
to the main manuscript and can work with the editorial staff to balance a more comprehensive main text 
with readability and space constraints. We can be very flexible here. 
 
Avoid spin terms such as ‘discovery data set’ – This is the development dataset.  
 
We agree that this is a better term. We have replaced ‘discovery set’ with ‘development set’ throughout 
the manuscript. 
 
The description of the PRACTICAL consortium is brief (uninformative). Much more information is 
required. Supplementary Table S1 is brief! If this were a prediction model using non-genetic information 
from multiple data sources, we would expect much more information to be presented, basic 
characteristics, dates, information on the controls etcV 
 
We have substantially expanded Supplementary Table S1. 
 
I have some queries regarding how the authors have evaluated the predictive performance of the PHS 
(the approaches the authors use and present are non-standard).  Typically this is assessed by calculating 
measures such as calibration and discrimination. (See the GRIPS or TRIPOD statements for reporting 
such studies). I don’t fully understand what the authors are bombarding the reader with – they are 
complex and difficult to disentangle what is going on. What we want to know is whether the risk score 
predicts sufficiently accurately in the validation data, and whether family history alone or added to the 
model improves prediction, and I’m struggling to pull out this information. 
 
We apologize for the lack of clarity. The manuscript has been revised and organized carefully. The 
GRIPS and TRIPOD statements have been consulted, and checklists are attached. In particular, 
calibration and discrimination are more clearly described. In addition to the z-score and p-value, we now 
consistently report a hazard score for each Cox proportional hazards test in the Validation Set. A Lorenz 
curve has also been added as Supplementary Figure S3 to further illustrate performance in the validation 
data.  
 
The risk score does appear to predict well for age of aggressive PCa onset in the validation data. This is 
reported in the Results as follows: 
 

PCa risk prediction with PHS 
In the independent Validation Set from the ProtecT study, a Cox proportional hazards model 
showed that PHS was a significant predictor of age of onset of aggressive PCa (z=11.2, p<10

-16
). 

The hazard ratio for high PHS men (>98
th
 percentile) compared to average risk was 2.9 [95% CI: 

2.4, 3.4]. PHS was also predictive of any PCa (z=15.4, p<10
-16

, HR=2.5 [2.2, 2.8]) and very 
aggressive PCa (z=6.8, p<10

-11
, HR=3.0 [2.2, 4.0]). 

 
Family history comparisons have their own subheading in the Methods and Results in the revised 
manuscript. To the point of whether family history improves prediction, we refer to the following text from 
the revised Results section: 



 
Family History 
Using the subset of the Validation Set with known family history status (1,405 cases, 4,298 
controls), the Cox test was repeated while accounting for family history. Family history alone was 
not predictive of age of onset of aggressive PCa (z=0.9, p=0.37, HR=1.1 [0.9, 1.4]), though there 
was a trend toward prediction for any PCa (z=2.0, p=0.05, HR=1.2 [1.0, 1.3]). Including family 
history did not improve prediction over PHS alone for aggressive PCa (p=0.59) or any PCa 
(p=0.14), and PHS remained predictive when accounting for family history. 

 
 
I’m not convinced that regressing the PHS as a single variable in a Cox model and focussing on the 
resulting p-value will reveal whether the PHS accurately predicts age of PCa onset. The coefficient from 
fitting this model is the calibration slope. 
 
Thank you. We have clarified the text. The original manuscript did not highlight sufficiently the accuracy of 
prediction beyond the calibration slope and statistical significance. Whereas previously we had reported a 
hazard ratio for high genetic risk compared to average risk in a few places, we now report this metric 
consistently for all of the primary assessments of prediction and place more emphasis on it. This is an 
improvement of the manuscript, as hazard ratios at fixed percentiles allow comparison of effect size 
across tests.  
 
There is no mention of data quality – completeness of data, missing data. 
 
This has been corrected. Statements on missing data have been added to the Methods and Results. 
These are copied below and are documented in the attached TRIPOD checklist: 
 

Missing data 
During model development, SNPs with call rates less than 95% were excluded. Missing calls for 
the remaining SNPs were imputed with the mean genotype count for that allele across all 
participants. 
 
 
Only 43 SNPs (0.02%) were excluded for low call rate during model development, and imputation 
for missing calls was used for 0.4% of calls in the final model. Of the 6,411 participants in the 
Validation Set, the median individual SNP call rate was 100%, with a minimum of 98%. 

 
 
It’s not clear to me why the validation data set is being used to compare family history, why aren’t models 
with and without family history using the development data set that are subsequently tested on the 
validation data set. 
 
The objective of this study was specifically to design a parsimonious genetic tool that is not dependent on 
more than the genotype and age. Family history is often incomplete in clinical practice (and in research 
databases), so it makes sense to have a genetic tool that can then be evaluated with or without family 
history for predictive accuracy. Another point is that using family history in model development is made 
difficult in this instance due to inconsistent availability of family history data in the Development Set. Less 
than half of the cases have this information available, which would substantially reduce power for SNP 
selection.  
 
Comparing genotype and family history for strength of prediction is clearly an important question. We 
have done this analysis and were surprised to find that family history did not improve prediction of age of 
onset in the Validation Set. We suspect a larger sample size (and possibly more reliable family history 
information, including number of close relatives) would provide more insight. Nevertheless, at least in the 
ProtecT data used here, genetics were far more important for risk prediction than was family history. 
 



 
I don’t think I fully understand what they are doing when ‘examining the impact genetic risk on PSA 
screening’. 
 
We apologize for the unclear subheading. It has been removed. 
 
The reporting of the p-values as Xe-XX should be avoided. The very small P-values are reported with too 
much precision. 
 
We agree that the very small p-values carry precision beyond what is reasonable. We have truncated all 
p-values in the manuscript using the pattern adopted by the R statistical software (i.e., truncate at 1E-16). 
 
The discussion of cost-effectiveness is over-hyping things somewhat - nothing by hyperbole. 
 
Cost effectiveness was discussed because of concerns we heard from physician colleagues with a 
perception that genotyping was prohibitively expensive. However, in the interest of avoiding appearance 
of hyperbole, we have removed this discussion from the revised manuscript.  
 
There is generally quite a bit of enthusiastic interpretation of the findings – beyond what the results 
show.  The conclusions in the Abstract being one example. 
 
We have revised the overall tone throughout the manuscript. As suggested by another reviewer, we have 
removed references in the text comparing the very high and very low risk percentiles. This was done in 
the abstract, as well. We downplayed the interpretation of findings that were based on absolute risk and 
explicitly warned against extrapolating those data beyond the population they describe. Overly positive 
descriptive words (e.g., “remarkably”) were deleted or replaced to moderate the manuscript’s tone. And 
more discussion is now given to both previous work and to the limitations of this study.  
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